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Children increasingly ask Al chatbots, learning applications, and digital toys a wide range of questions, from why the sky is blue to
questions about emotions, conflict, or safety. Yet many systems either answer directly or refuse to respond, without creating space
for parent or caregiver involvement. We present ChatKid, a child-centered Al chatbot prototype that supports children’s everyday
questions and redirects sensitive ones toward parent-guided support. ChatKid was shaped by participatory design sessions with
children ages 6-11. Each question first passes a rule-based safety filter: allowed questions receive a child-friendly answer, while
sensitive questions are redirected to a parent-guided flow instead of being answered by the model. Through this design, ChatKid
positions Al as a supportive helper rather than a replacement for human guidance. This work contributes an early-stage prototype

and design direction for child-parent-Al interaction that supports children’s curiosity, safety, and family guidance.
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1 Introduction and Background

Artificial Intelligence (AI) is becoming part of many technologies children use daily, including chatbots, educational
applications, digital toys, and interactive media [12-14]. These technologies can support curiosity, learning, and play,
but children may not understand how Al works, when it may be wrong, or when to ask a parent for help [3, 10]. Because
children can form social and emotional connections with interactive systems [1, 5, 8], Al may be seen not only as a
tool, but also as a helper or social partner, raising design challenges around overtrust, safety, boundaries, and family
involvement.

Prior child-AI systems show that AI can support children when designed as part of parent-child activities. StoryBuddy
[15] supports parent—child storytelling, and BrickSmart [9] supports family block play and spatial language learning,
connecting to Joint Media Engagement, which emphasizes that children benefit from using media with others [7]. When
children use Al alone, however, they may overtrust confident responses [11] and need help recognizing Al’s limitations
[2], making adult guidance especially important around sensitive or uncertain topics.

Existing systems often address one part of this problem, such as Al-supported learning, Al literacy, or parent
involvement, with less attention to combining these in a child-centered chatbot that makes Al boundaries visible and
routes sensitive topics toward parent support. We present ChatKid, a chatbot prototype shaped by participatory design
sessions with children. The prototype uses a rule-based safety filter to answer allowed questions in child-friendly
language and redirect sensitive questions toward parent-guided support. This work contributes a preliminary design case
showing how children’s own judgments about which questions belong with Al versus parents can inform boundaries
in family-centered Al systems.

“Both authors contributed equally to this research.

Authors’ Contact Information: Meherunnesa Tania, meherunnesatania@boisestate.edu, Boise State University, Boise, Idaho, USA; Jerry Alan Fails,
jerryfails@boisestate.edu, Boise State University, Boise, Idaho, USA.


https://orcid.org/0009-0001-5320-749X
https://orcid.org/0009-0001-5320-749X

2 Tania and Fails

2 Co-Designing and Developing ChatKid

Building on this design opportunity, this work asks: How can a child-centered Al chatbot support children’s everyday
questions while making Al boundaries visible and encouraging parent involvement for sensitive topics? ChatKid explores
this question by combining Al support, safety boundaries, and parent-guided mediation within one interaction flow.
ChatKid is guided by three design goals: (1) support children’s question-asking, (2) distinguish Al-appropriate topics
from topics that may need parent involvement, and (3) encourage parent—child interaction around sensitive questions.
Rather than simply blocking sensitive topics, ChatKid shows a boundary message and prompts the child to involve a

parent when needed. The prototype was shaped by participatory design activities with children, described next.

2.1 Participatory Design

ChatKid was shaped through four participatory design sessions with seven children ages 6-11, following a child-
centered approach inspired by cooperative inquiry [4, 6]. The sessions were reviewed by our university’s IRB (IRB
#126-SB23-026), and parents provided written consent for participation and use of session photographs. We explored
how children think about AI, what they expect from a chatbot, and when they believe a chatbot should involve a parent.
Parents were not part of these sessions, a limitation we return to in Section 4.

Children completed a Question Jar activity, sorting 30 question cards by who they would prefer to ask: a Parent, an
Al Agent, Not Sure, or Neither. Facilitators grouped children’s reasons inductively; children favored AI for factual or
curiosity-based questions and parents for emotional, personal, or sensitive ones.

In the next two sessions, children co-designed three chatbot concepts in small groups and then merged them into one
shared ChatKid concept. Their ideas included voice input, customizable avatars, mood-based visuals, and parent-support
requests. Finally, children tested a working prototype (Section 3) and gave one-idea-per-note feedback. They liked the
playful interface, avatars, backgrounds, and typing or voice support, and asked for more avatar choices, emoji and
reading support, additional voices, and better handling of flagged messages. Together, these sessions shaped ChatKid’s

interface, safety boundaries, and parent-support flow.

_

(d) Chatbot concept 3.

(e) Group refinement. (f) Shared ChatKid concept. (g) Prototype testing.
Fig. 1. Children’s participatory design activities that shaped the design of ChatKid.
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3 System Architecture and Implementation

ChatKid is a locally hosted web-based chatbot prototype built with HTML, CSS, and JavaScript. It connects to a local
Ollama API and uses the 11ama3.2:1b model to generate responses, keeping all interaction data on-device rather than
sent to a third-party service. As shown in Figure 2, each question first passes through a rule-based safety filter. Allowed
questions receive a child-friendly response from the local language model; restricted questions are not sent to the model

and are instead redirected to a parent-guided support flow, keeping sensitive topics within a safer interaction path.

Trigger topic-level
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Redirect to Parent-Guided
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Fig. 2. System workflow of ChatKid.

3.1 Safety Filtering and Response Generation

Before a child’s message reaches the language model, ChatKid checks it against a list of restricted keywords covering
harm, violence, bullying, emotions, unsafe situations, privacy, abuse, and inappropriate content. A keyword list was
used because it is simple to inspect and adjust while the prototype is still early.

Messages that pass the check go to the locally hosted 11ama3.2:1b model, small enough to run entirely on one
machine. A system prompt asks the model to answer as ChatKid in simple, kind, and short language, letting children
ask anything rather than choose from a script - a child can ask why the sky is blue and get an age-appropriate answer.

Figure 3 shows the interface and an example.
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Fig. 3. ChatKid interface showing the chat area, text input box, microphone button, suggestion prompts, mood options, avatar choices,
and flagged-message feature.
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3.2 Boundary Explanation and Parent Mediation

When a message is flagged, ChatKid does not answer it. It shows a short message about why, then asks if the child
would like help from a parent or guardian. If the child says yes, the topic is marked as parent support requested; if no,
ChatKid notes that and drops the topic. Either way, the question is saved in the flagged-message view along with the
triggering keyword and whether a parent was asked, keeping the handling of sensitive topics visible.
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(a) Restricted-topic prompt.

>

Flagged messages
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Parents not notified

Parents have not been notified about "mean",

Parents notified

Parents have been notified about "mean".
We will avoid this topic for now.

(b) Parent support requested. (c) Parent support not requested. (d) Flagged messages.

Fig. 4. Parent-support request outcomes and flagged-message view in ChatKid.

4 Limitations and Future Work

ChatKid is an early prototype shaped mainly by children’s perspectives; parents did not participate, so the parent-guided
flow reflects children’s expectations rather than parents’ input. The keyword filter is simple and inspectable, but may
miss sensitive questions or flag harmless ones. The small local model may also produce brief or incomplete answers.
Future work should explore context-aware filtering, stronger response generation, and privacy-conscious parent-support
features with families before longer-term home testing. Because the sessions involved only seven children, the findings

are preliminary design insights rather than generalizable conclusions.

5 Conclusion

ChatKid supports children’s everyday questions while redirecting sensitive ones toward parent or caregiver support.
Children ages 6-11 shaped the prototype through participatory design, and their sorting of questions — Al for facts,
parents for feelings — informed the system boundary. We offer ChatKid as an early direction for child-centered Al: a
helper that knows when to step aside. This work raises open questions about how much visibility parents should have

into flagged questions and who should decide that boundary: the child, parent, or system.
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